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ABSTRACT

Scientific applications contain program sections thatlakinépet-
itive data accesses.
time/runtime data reference analysis techniques thabixpbeti-
tive data access behavior in both regular and irregularprogec-
tions. We present a new compiler algorithm to detect suocétitdpe
data references and an API to an underlying software digétb
shared memory (software DSM) system to orchestrate theitear
and pro-active reuse of communication patterns. We el
combined compile-time/runtime system on a selection ofriffe
applications, exhibiting both regular and irregular datterence
patterns, resulting in average performance improveme@8df%
on 8 processors.

1. INTRODUCTION

Software Distributed-Shared-Memory (software DSM) Syste
have been shown to perform well on a limited class of applica-
tions [6] [15]. The importance and interest of broadenirig thass
is high, as software DSM techniques can turn a low-costibigtd
memory system into a shared-memory platform, providingpot
tially high programmer productivity. The motivation bedithe
presented research is to study and realize this potentied.sTate-
of-the-art programming method for distributed memory folaths
is through message passing, typically using MPI. In crealitPl
applications, programmers spend a considerable amourimef t
carefully and often tediously performing the followingkasFirst,
they partition the program into parts that can be executguhin
allel and that need to exchange information infrequentlcdsd,
they insert and orchestrate send, receive, and other neepsag-
ing functions so as to package and communicate that infesmat
with as little runtime overhead as possible. In shared-nmgr(ar
shared-address-space) parallel programming models,rsfésfsk
remains. However, the second task is performed by the uyndgrl
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system. On software DSMs this system typically includesgepa
based coherence mechanism, which intercepts accessda twotla

This paper proposes combined compile-present on the current processor and requests the datatfromnr

rent owner. This mechanism incurs runtime overhead, whigh c
be large in applications that communicate frequently witiak
amounts of data. In most cases, the overheads are largemthan
the corresponding, hand-tuned MPI program versions, adthadt

has been shown that the oppogitan be the case in irregular ap-
plications, where hand tuning is difficult [15] [18]. The okiead
incurred by software DSM systems appears primarily as mgmor
access latency.

Researchers have proposed numerous optimization te@migu
reduce remote memory access latency on software DSM. Many of
these optimization techniques aim to perform pro-actita d@ve-
ment by analyzing data access patterns — either at conipiéeetr

at runtime — so as to determine the shared data referendesiliha
cause remote memory accesses and thus expensive comrmmicat
In compile-time methods, a compiler performs referencdyaisa

on source programs and generates information in the forrired-d
tives or prefetch instructions that invoke pro-active datavement

at runtime [6]. The challenges for compile-time data refese
analysis are the lack of runtime information (such as thenm
input data) or complex access patterns (such as non-affpgre®ex
sions). By contrast, runtime-only methods predict remo¢enory
accesses to prefetch data [4] based on recent memory aceess b
havior. These methods learn communication patteailiprogram
sections and thus incur overheads even in those sectidres¢hen-
piler could recognize as not being benefitial.

The main contribution of this paper is eombined compile-
time/runtime approach to latency reduction in software DSl
tems. Both the compiler and the runtime system share the task
of data reference analysis. The compiler identifies whiahvahnen
shared memory accesses will exhibit repetitive accesserpattThe
runtime system captures the actual data communicatiomniafo
tion such as the address and the destination of remote meamery
cesses and repeats them where appropriate. In order tohmass t
gathered compile-time knowledge to the runtime systemgtime-
piler instruments the program, telling the runtime systehemto
learn which communication patterns and when and how to apply
this knowledge to pro-actively move shared data betweeoesro
sors. The idea of combined compile-time/runtime solutibas
been expressed by others [17, 14, 12]; however, our page fgst

to present a compiler algorithm and a corresponding apita
program interface (API), allowing the compiler and runtisystem

to work in concert. Our compiler algorithm focuses on theedet
tion of repetitive data access patterns, which are theryaedlby

the runtime system. This approach contrasts with methodseavh
the compiler identifies potential remote accesses for théme



system to learn from. By identifying repetitive patternsainpile
time, our algorithm is able to avoid runtime overheads inatm
accesses that do not exhibit regular patterns. Our appraiaoh
contrasts with related work that analyzes communicatidtepas
at compile time [8, 11, 9]. Once our compiler identifies réjet
patterns, the communication of the involved program sastisan-
alyzed at runtime, avoiding conservative compile-timeisiens.

The specific contributions of the paper are

e anew compiler algorithm that detects repetitive communica
tion patterns,

a combined compile-time/runtime method and implementa-
tion that uses the compiler algorithm to activate learning
phases and pro-active data movements in a software DSM
system through an appropriate API,

The evaluation of the combined compile-time/runtime sys-
tem on a selection of OpenMP benchmarks, exhibiting both
regular and irregular communication patterns, resultimg i
average performance improvement of 28.1% on 8 processors.

The remainder of this paper is organized as follows. Secion
presents the compiler algorithm and the compiler instruetem.
Section 3 describes runtime mechanisms, which we implezdent
as extensions of the TreadMarks [1] software DSM system- Sec
tion 4 presents results. Section 5 contrasts our approaithre4
lated work, followed by conclusions in Section 6.

2. COMPILER ANALYSIS AND TRANS-
FORMATION

The compiler plays a key role in our software DSM optimizatio
techniques. It identifies program sections that exhibietitipe
communication patterns and controls the behavior of thémen
system, which learns and then pro-actively repeats theterps

2.1 Analysis of Repetitive Data References
Figure 1 describes the algorithm that identifies repetitaéference
behavior. Data references must meet two criteria to beifikes
as repetitive accesses in a given labp (1) The reference must
be made in a basic block that executes repeatedly in a sezjoénc
iterations of L and (2) the involved variable must either be scala
or an array whose subscript expressionssaguence invariann

L. To check the first criterion, the algorithm determines plath
conditions[7] for the basic block and tests for loop invariance in
L of these conditions. The gist of checking the second canditi
is in testing sequence invariance of all array subscripegjugnce
invariance of an expression means that the expression assi
same sequence of values in each iteratior.of(Invariance is a
simple case of sequence invariance — the sequence corfsists o
value.) The output of the compiler algorithm is the set ofretla
variables that incur repetitive data references acrosgtahations

of L.

r

The algorithm proceeds as follows. First, it constructs raert
procedural control-flow graph of the program and identifiespl
structures. It also gathers all shared variabf&saredVar Next,
for each loopL it identifies the seNonRepVar which are those
variables that daot incur repetitive references. To this end, the
algorithm determines the path condition expressR@K) for each
basic blockBB. The path condition of a basic blo&B describes
the condition under which the control flow reaclB® Essentially,
all the branch statements of a program that reBBrhave to be

examined to compute the path condition #B. For example, in
ani f -statement with conditiom, ¢ = true becomes part of the
PCE of all basic blocks in the hen block andc = false be-
comes part of th® CEof all basic blocks in thel se block. Path
condition analysis uses methods introduced by others, ([@X-
Loop invariance of each variable RCEis checked using the func-
tion Is_Invariant(variable, loop) which builds on classical com-
piler methods.

Shared variables in basic blocks with loop-invari®@E are han-
dled as follows. Scalars and arrays with sequence-invasialo-
scripts incur regular accesses. All other variables (ssgbointers
and structs) are included MonRepVar The sequence invariance of
a variablev is checked using the functide_Sequencénvariant(v,
L), which traces the use-def chainswab test the invariance of the
sequence of values that are assigneditoL.

All shared variables iBBswith loop-variant path condition ex-
pressions are included MonRepVamwith the exception of loop-
index-dependerfPCEs where the only loop-variant variable Iss
index variable. For sucRCEsthe compiler is able to determine the
iterations ofL that execute the involveBBs We will explain this
case in more detail in Section 2.3. FinalenRepVairs subtracted
from SharedVasresulting in the desired output of the algorithm.

Not shown in Figure 1 is a corner case that becomes releva if
take parallel execution of loop into consideration. If there is a
critical sectior€ in L, the order of processors entering that criti-
cal section varies from iteration to iteration, causinggular com-
munication behavior on otherwise regular accesses. Oaritdm
also moves all shared variables accessed in critical sectmthe
NonRepVaset.

2.2 Compiler/Runtime System Interface

The compiler instruments the code to communicate its firgliog
the runtime system. It does this through an API containing tw
functions, which tell the runtime system when/where torezm-
munication patterns and when/where to repeat them, raégplgct
The overall model of program execution is important at thisp
We assume that the program contains an outer, serial logp ée.
time-stepping loop), within which there are a sequence oz
loops, each terminated by a barrier synchronization. Thes@tion
model is consistent with that of many OpenMP programs. \Wer ref
to this outer loop as the target loop. The compiler identifiestar-
get loop as the outer-most loop containing parallel sestamd a
non-emptyRepVarset. Next, it partitions the target loop body into
intervals— a program section delimited by barrier synchronizations.
The API includes the following functions, which the compile-
serts at the beginning of each interval.

— GetCommSchedfommSched-idStaticVarLis}
— RunCommSchedfommSched-jd

In GetCommSched API, communication schedule identifier
(CommSched-)dand StaticVarListare passed to the runtime sys-
tem as parameterStaticVarListis the list of shared variables with
repetitive reference patterns, which will benefit from pictive
data movement at the beginning of the interv8itaticVarListis
obtained by intersecting the set of shared variables aedesgithin
the interval andRepVar the set of shared variables with repetitive
reference patterns described in Section 2. When@@hmSched
is invoked, the runtime system learns the communicatiotepat
of the variables listed iStaticVarListand creates a communication
schedule, which is the set of data (pages in case of page-bafte



1. RDRA (loop L)

2. Initialize NonRepVar, set to {}

3. Get SharedVar, set

4. FOR each basic block, BB, in the control-flow graph of L
5. Calculate Path Condition Expression (PCEgg) of BB,
6. Loop_Invariant_PCE = TRUE;

7. Loop_Index_Dependent_PCE = FALSE

8. FOR each variable vin PCEgg

9. IF ( vis an index variable of L)

10. Loop_Index_Dependent PCE = TRUE

11. ELSE IF( NOT /s_Invariant( v, L))

12. Loop_Invariant_PCE = FALSE

13. ENDIF

14. ENDIF

15. IF (Loop_Invariant_PCE )

16. FOR each shared variable xgg, accessed in BB,
17. IF ( Loop_Index_Dependent_ PCE )

18. Annotate xgg with PCE

19. ENDIF

20. END

21. ELSE

22. FOR each shared variable xgz, accessed in BB,
23. Add xgg to NonRepVar,

24. END

25. ENDIF

26. END

27. RepVarCandidate, = SharedVar, - NonRepVar,

28. FOR each shared variable ygg in RepVarCandidiate,

29. IF ( ygg is an array variable )

30. IF( NOT /s_Array_Reference_Invariant(ygs, L) )
31. Add ygg to NonRepVar,

32. ENDIF

33. ELSEIF ( ygg is NOT a scalar variable )

34. Add ygg to NonRepVar,

35. ENDIF

36. END

37. RepVar, = SharedVar, - NonRepVar,

38. END

40. Boolean /s_Invariant ( variable v, loop L)

41. IF( visinvariantto L) return TRUE

42. ELSE return FALSE

43. ENDIF

44. END

45.

46. Boolean Is_Array_Reference_Invariant ( array A, loop L)
47. FOR each variable v in the index expression of array A
48. IF( vis a scalar variable )

49. IF ( NOT /s_Sequence_Invariant (v, L))
50. return FALSE

51. ENDIF

52. ELSE IF( vis an array variable )

53. IF ( NOT Is_Invariant (v, L)

54. return FALSE

55. ENDIF

56. IF ( NOT Is_Array_Reference_Invariant (v, L))
57. return FALSE

58. ENDIF

59. ELSE return FALSE

60. ENDIF

61. END

62. return TRUE

63. END

/I Let L’ be a loop inside the target loop L and let the expressions of lower
/I bound, upper bound, and stride of L’ be Ib,, ub,, and stride,, respectively.
64. Boolean /s_Sequence_lInvariant (variable v, loop L )

65. IF( vis an index variable of L")

66. FOR each variable w in Ib;, ub,, and stride,:
67. IF (NOT /s_Invariant (w, L))
68. return FALSE

69. ENDIF

70. END

71. ELSE

72. IF (NOT /s_Invariant (v, L))

73. return FALSE

74. ENDIF

75. ENDIF

76. END

Figure 1: Repetitive Data Reference Analysis

ware DSM) that experienced remote memory access misses. On dearning and applying the communication schedule are ddlay
call to RunCommSched, the runtime system finds the communi- one iteration in the instrumented code, because the firatiibe of

cation schedule usinGommSched-idnd pro-actively moves the
data according to that schedule.

2.3 Example

Figure 2 explains our algorithm by an example. Figure 2 (ajwsh
the OpenMP source code, annotated by basic block numbees.
corresponding control-flow graph is given in Figure 2 (b)eack
edges in the control-flow graph corresponds to the two lodps.
refer to the outer loop dsl and the inner loop als2. By the algo-
rithm in Figure 1, the path condition expressi®QE) for the basic
block BB, is (k < t). PCEof BB; is a loop-index-dependent
PCE because the only non-invariant variableREE is the index
variablek of L1. From this information, the compiler recognizes
that the control-flow will continuously follow the path frofd Bs

to BB4 to BBs whenlLl1 iterates from 1 td-1. In BBs, i (the
index variable of an arrayl) is sequence invariarto L1 because
the sequence of values thawill have in L1 do not change across
the iterations ofL1. Then, the compiler determines that a shared
arrayAin loop L1 will exhibit two regular communication patterns
during the { <= k < t) period and thet(<= k <= N) period,
respectively.

Figure 2 (c) is the instrumented code after the translatibere the
statements inside the dotted box are inserted by the conpi@ss
the compile-time knowledge to the runtime system. The phate

Th

each regular period tends to incur cold misses.

3. THE RUNTIME SYSTEM
3.1 The Base Runtime Shared Memory Sys-

tem
We use the TreadMarks [1] software DSM as the baseline softwa
shared memory runtime system in our experiments. TreadMark
provides explicitly parallel programming primitives sianito those
used in hardware shared memory machines. The system ssipport
a lazy release consistency (LRC) memory model which is a lazy
invalidate [13] version of a release consistent (RC) memuaogel.
The virtual memory hardware is used to detect accesses tecsha
memory and the consistency unit is a virtual memory pageadFre
Marks also supports a multiple-writer protocol [5] to redube
effect of false sharing with such a large consistency unit.

3.2 The Augmented Runtime System

We have modified the TreadMarks version 1.0.3.3 to suppert th
pro-active data movement with message aggregation. The aug
mented runtime system captures the communication patten a
creates the communication schedule during the intervalravhe
GetCommSched called. On a call ttRunCommSchedhe aug-
mented runtime system applies the communication schedule b
pro-actively moving data. When there are multiple messtytse



t=.. (1)
DOk=1,N )
IF (k.LT.t) THEN (3)
A(..) = ... (4)
ENDIF (4)
C$OMP PARALLEL DO

DO i = |_boud, u_bound, stride (5)
= AG) F (6)
ENDDO (6)

C$OMP END PARALLEL DO
ENDDO 7

(a) original code (b) control-flow graph

t=..
DOk=1,N
IF (k.LT.t) THEN
A(.) = .
ENDIF
C$OMP PARALLEL DO
IF (k.EQ.2) ) THEN
CALL Get_CommSched(1, A)
ELSEIF ( (k.GT.2).AND.(k.LE.(t-1)) ) THEN
CALL Run_CommSched(1)
ELSEIF ( k.EQ.(t+1) ) THEN
CALL Get_CommSched(2, A)
ELSEIF ( (k.GT.(t+1)).AND.(k.LE.N) ) THEN
CALL Run_CommSched(2)
DO i =I_boud, u_bound, stride
LA
ENDDO
C$OMP END PARALLEL DO
ENDDO
(c) translated output code

Figure 2: Compiler translation example

same processor, those messages are aggregated into ansésgle

0.9 |

Normalized Number of Messages
o o o ° °
w A o o ~N
[

o
N

0.1 |

WUPWISE SWIM APPLU SpMul CcG

\EIZ procs @4 procs B8 procs\

Figure 3: Number of messages of our compile-time/runtime
system normalized to that of the baseline TreadMarks

are defined outside each target loops and the compiler asadys
able to determine that the involved array accesses exlaigitlar
communication patterns.

However, when our compiler analysis detects non-repetitiata
references, such as array accesses with loop-variant rijptbac
rays or shared data accesses within critical sections iagpéca-
tions, it identifies such accesses to have irregular comeation
patterns and does not apply pro-active data movement. Owwing
the precise compiler analysis, we can selectively applygotive

sage to reduce the number of messages communicated. A¢so, th data movement to only shared variables that show regulamzem

shared data that are pro-actively moved will not incur renméem-
ory misses during the execution, which results in the redoatf
DSM coherence overheads.

4. RESULTS

We evaluated the combined compile-time/runtime system sera
lection of SPEC OMP and NAS OpenMP benchmarks, exhibiting
both regular and irregular communication patterns. Ourroonk

ity cluster consists of Pentium-Il/Linux nodes, connect&dstan-
dard 100Mbps Ethernet networks. We used five Fortran progrram
WUPWISE, SWIM, and APPLU from the SPEC OMP benchmarks
and CG from the NAS OpenMP benchmarks and SpMul. Among
these programs, WUPWISE, SWIM, and APPLU are regular appli-
cations and CG and SpMul are mixed regular/irregular appbos.

The OpenMP applications are translated into TreadMarkgraros
using the PCOMP compiler [16]. These applications are trarst
formed to enhance the data locality using the techniquesitiesl

in [2] [3]. After this transformation, we performed repétd data
reference analysis according to the proposed compileritigo
and instrumented the programs with the described API fansti
for pro-active data movement. Overall, our applicationssheg-
ular communication patterns in most of their execution,neire
irregular program sections. For example, CG and SpMul have i
direct array accesses. In both applications, the indoeciirrays

nication patterns.

We measured the number of messages generated during the exe-
cution of programs in the proposed compile-time/runtimstesy.
Figure 3 illustrates the number of messages of the propoged s
tem normalized to that of the baseline TreadMarks. As shown i
the graph, our approach reduces the number of messages in the
software DSM by up to 49% and on average by 27% on 8 pro-
cessors. The reduction of the number of messages is achigved
the aggregation of communication messages. Figure 4 pssthen
performance of the baseline TreadMarks and that of the gegpo
compile-time/runtime system compared to the sequentedigion
times. Programs are executed on 1, 2, 4, and 8 processors. On 8
processors, the proposed technique achieves 28.1% perfoem
improvement over the baseline TreadMarks system. The perfo
mance enhancement mainly comes from the reduction of the num
ber of messages and the reduction of the page fault overi@ad.
compiler analysis makes it possible to obtain these recistby
applying pro-active data movement to the right data at tbhtri
time.

5. RELATED WORK

Based on how communication analysis is achieved, we caregor
previous works into compile-time only, runtime only and qol@a-
time/runtime integrated techniques.
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Figure 4: Speedup for TreadMarks and Compile-time/Run-
time optimized version of TreadMarks

Dwarkadas et al. [6] describe an integrated compile-tiomtime
software DSM. Their work is a compile-time approach becdhee
communication analysis is performed by the complier. Thein-
piler computes data access patterns for the individualgssmrs
and the runtime system uses this information to aggregatemoe
nication. Their communication analysis uses regular seatie-
scriptors to represent the regular array access as linpegssions
of the upper and lower bounds along each dimension, anddeslu
stride information. Therefore, the access patterns thabeaana-
lyzed are limited to linear expressions of array indicesr €am-
piler analysis does not have this restriction, as long asxipees-
sion shows repetitive data references.

Bianchini et al. [4] propose and simulated the Adaptive+ghte
nique, a runtime only data prefetching strategy for sofenREM.
Their technique improves the performance of regular peragipli-
cations by using the past history of memory access faultslapta
between repeated-phase and repeated-stride prefetclodgsm
Adaptive++ does not issue prefetches during periods wheah
plication is not exhibiting one of these two types of behasiod is
thus behaving irregularly. This method [4] learns commatian
patterns imall program sections throughout the program execution.
Thus, this approach incurs avoidable overhead when thereoan-
munication pattern changes during the execution and even tite
application has completely repetitive patterns becausetthtime
system has to continuously monitor and predict the comnatioic
patterns.

The third approach is a combined compile-time/runtimeysislof
remote data communication. Viswanathan and Larus [17] eHow
how a parallel-language compiler helps a predictive cadierc
ence protocol to implement shared memory communication effi

ciently for applications with unpredictable but repegtigommu-
nication patterns. Their compiler uses data-flow analysidetect
remote shared memory accesses in parallel functions. Wieén t
compiler identifies that there will be communication in agbid
phase, it places directives to invoke a pre-send phase qiréutic-
tive protocol on all processors. Keleher et al. [14] [12] atézed

a modified home-based protocol to selectively employ a kiyibri
validate/update coherence protocol. Their scheme usesteipa
protocol that pre-sends data by flushing updates at bamikes
data are consistently communicated between the same sat-of p
cessors and applies an invalidate protocol for the remgidata.
Their compiler locates data that will likely be communichie

a stable pattern, then inserts calls to DSM routines to agmy
flush operation. Since their compiler annotation does natantee
that the communication pattern is static, there will be wessary
data movement among processors when there are shared ttata wi
dynamic access pattern or a communication pattern changes d
ing execution. Both Viswanathan and Larus [17] and Kelelter e
al. [14] [12] presented compiler analyses to detect remeter+
ences. However, their compilers do not identify repetipedgterns
and thus cause runtime overheadsaihprogram sections. Also,
as compile-time analysis is intrinsically conservativegyt do not
capture remote accesses precisely. This contrasts withreaise
runtime learning of such accesses, enabling further oaerteduc-
tions.

Lu et al. [15] present a compiler and software DSM support for
irregular applications. Their compiler algorithm iderggiindirec-
tion array(s) and then the runtime system uses this infoomao
determine the set of shared pages that each processor leased.c
These pages are aggregated into a single message, andhedfet
prior to the access fault. Their runtime system traversesiirec-
tion array to compute the list of pages to prefetch, whichsisralar
operation to the inspection phase of the inspector-exeauadels.
Han and Tseng [10] described their work on irregular appbos.

In their approach, their compiler inserts inspectors arsgpéators
are executed only when there is a change to the communication
pattern in order to amortize the overhead of inspectors. efeat
such a change, their compiler examines global arrays sateéss
the parallel loops and array subscripts containing intive@rrays
are found and the indirection arrays are marked. Their clempi
then examines the program to determine whether indireetiys
are modified within the time-step loop. Their compiler asay
achieves similar objective to ours in identifying statiereaunica-
tion patterns for arrays accessed through indirectioryarra

In contrast to these two approaches, which target irregydplica-
tions, our method deals with both regular and irregular s&eg in
a unified framework.

6. CONCLUSIONS

We have presented a combined compile-time/runtime apprizgic
accelerating the execution of applications with repegitemmuni-
cation patterns. We have described an algorithm that desbetred
data that incur repetitive accesses in both regular anglilae pro-
gram sections. Our compiler algorithm is essential to aately
and selectively apply pro-active data movement to remotsrme
ory accesses showing static communication patterns. Weated
the proposed compile-time/runtime system using OpenMHMi-app
cations, consisting of both regular and irregular appiicet. We
achieved performance improvements as significant as 44%rand
average 28.1% on 8 processors.



Our work helps enable shared-memory programming methods on[17] G. Viswanathan and J. R. Larus. Compiler-directed esthamemory

distributed-memory platforms. The ultimate goal is to cameb communication for iterative parallel applications.Sopercomputing

high programmer productivity with cost-effective hardevaolu- Nov. 1996.

tions. While our programs do not yet perform as well as highly [18] J. Zhu, J. Hoeflinger, and D. Padua. A synthesis of memory

hand-tuned MPI programs, the presented work has brought us a mechanisms for distributed architecturesPhoceedings of the 15th

step close to this goal. international conference on Supercomputipgges 13-22. ACM
Press, 2001.
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